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Summary

The rules regarding relations between registries and registrars were set up to encourage competition in the ‘market for domain names. Three rules in particular have the potential to affect competition and the benefits it is expected to bring in the form of efficiency and innovation: cross-ownership (no registry can own more than 15% of any registrar); open access; and price caps for names in non-sponsored gTLDs. Since those rules were put in place, the market for domain names and the way economists model such vertical relationships have changed. This paper draws on an analysis of the proposal to relax, eliminate or substantially modify the cross-ownership rule from an economic perspective. It lays out arguments for the continuing necessity of vertical restrictions, counterarguments supporting a relaxation and open questions of analysis and evidence that should be addressed in order to ensure that the rules remain relevant and valuable to a changed market situation and to anticipated changes, including the introduction of a larger number of gTLDs and the increasing use of ‘market-facing’ ccTLDs as competitors and partial substitutes for gTLDs. Finally, it makes a number of recommendations.

Economics of domain names

The economic value of domain names is a result of their use as semantic indicators to enable end-users to locate and gain access to web-based services. This facilitates service market competition and overall economic efficiency and innovation. It is important to recognise that there are many sources of this efficiency; in addition to the ‘upstream’ cost-effectiveness of providing names in themselves (minimising costs of creation, allocation and resolution, etc.) and efficient allocation of names (making them available to those parties whose use of them generates the greatest market or social value), there are ‘downstream’ efficiencies. Chief among these are incentives to create new names as an integral part of the development of new markets or business models, and the reputational advantages of accessible=, unambiguous, easily understood and stable names in encouraging firms to produce and widely distribute high-quality, cost-effective services. This ‘brand value’ effect provides the incentive to invest in increasing the economic value of names. 

This economic value derives from names as ‘private goods’ – owned exclusively by one party and transferrable to another for money. But names offer three other kinds of value that have a ‘public goods’ character. One is the collective impact of the existence and efficient management of the DNS itself, which provides a host of overarching social benefits. Another comes from the provision of names to users whose services are themselves public goods, especially in the not-for-profit sector. Because the value of these services does not derive directly from commercial transactions, the efficient (societally most valuable) allocation of names cannot be determined solely from considering registrant’s different willingness-to-pay. These include the names associated with e.g. .org, .museum, etc. Finally, there are external or spillover effects; the allocation of particular names to one party may dilute (or increase) the value of names held by others, and (at gTLD level) the emergence of new gTLDs may affect the value (in both the private- and public-good senses) of existing ones. From the economic perspective, these three types of additional value are similar - public goods are a special (extreme) case of externalities, and have the common characteristic that some affected parties are excluded from market negotiations over name allocations – in other words, their interests are ‘external’ to DNS decision-making. To achieve an efficient allocation, they must be ‘internalised’ in some way, for example through administrative or cooperative supplements to markets (including self-regulation) or via networks of ownership or coordination that connect all the affected parties.
If efficiency entails maximising the total value of a system for allocating and using names; competition is concerned with commercial returns to individual players. The conventional argument is that free competition will lead to efficiency. Because names in themselves cost nothing to resell, there are no direct and inescapable economies of scale at the registrar level and competition should lead to upstream efficiency at the very least. This argument requires openness – easy access by registrants to unused names and ways to express their preferences for additional or altered arrangements and freedom of registrars (and other DNS stakeholders) to enter and leave the market. Indeed, competition can also produce downstream efficiency provided that registrants (name-users) can take their names with them when moving between competing registrars. Restricting this openness brings the incentive to invest in the economic value of names into conflict with the incentive to search for more cost-effective name services.
Efficient arrangements generate the greatest societal value, but not the greatest profits. If market players can restrict openness by limiting entry, competitive strategies used by registrants (and registries) and registrants’ mobility, they can generate supernormal profits. Unfortunately, in doing do they bid up the price and/or bid down the quality of name services reducing their value to registrants by more than the profits generated, and reducing net efficiency. For this reason, it may be necessary to enact ex post competitive conduct rules or ex ante ownership and control structure rules to protect competition. The price caps, open access and cross-ownership rules are intended to serve this function.
Of course, perfect competition does not always enhance efficiency. If (as at registry level) there are substantial economies of scale or collective (gTLD identity) benefits, the ‘minimum efficient scale’ of a provider may be very large, and the number of competitors small. In such cases, regulation is needed to achieve cost-efficiency without permitting the resulting large entities to exploit their market power in damaging ways. In addition, unfettered competition is often disorderly and chaotic; firms enter and leave the market, consumers switch loyalty, etc. Because many of the beneficial externalities associated with the DNS depend on clarity and stability, consumer mobility and DNS stakeholder entry and exit should be focused on efficiency-enhancing competition as opposed to mere churn, which may itself be damaging. 
The specific focus of this paper is the limit on vertical ownership. If the market in domain names is viewed as a ‘one-sided’ market between registries (providers of names) and registrars (purchasers of names) without considering the market interaction between registrars and registrants, vertical integration can produce both benefits and costs – benefits because it allows registries and registrars to internalise externalities (e.g. of coordination and the reclamation and reallocation of disused names) among themselves and thus reduce end-to-end costs; costs because it allows the vertically integrated entity to gain significant market power and to limit access by unaffiliated registrars to names in a given registry, which in turn disadvantages them in competing with affiliated (owned or owning) registrars. Thus, there is a prime facie case for allowing only a limited amount of vertical ownership.

Recently, economists have begun to consider ‘two-sided markets’ between two ends e.g. content providers or registries who provide and manage names on one side and content users or registrants who use names to deliver (or facilitate the delivery of) services on the other. These are separated by an intermediary middle layer (in the above examples, ISPs or registrars) who perform essential, but essentially only intermediary or brokerage, functions. In such markets, the gains from trade (efficiency improvements) arise between the two ends; the intermediaries make money by capturing some of these gains. In the process, they reduce the benefits to registries and registrants (considered together) by more than the profits they earn. In doing so, a powerful intermediary will seek to obtain the presence on its ‘platform;’ of the most attractive player on the upstream end (the best content provider or registry) in order to attract the greatest number of paying customers on the other end – in fact, it may be optimal to subsidise (pay for) such exclusive affiliation. The danger is less severe if many intermediaries compete (platform competition). 
The relevance of these differing models is as follows: the rules were constructed on the basis of a one-sided-market analysis of the registry/registrar market, with the implicit assumption that the registrar/registrant layer was, or should be made, competitive – e.g. via vertical ownership restrictions. The two-sided analysis draws attention to the problem of reverse ownership risk (ownership of registries by registrars) and the tendency to produce vertical integration because the profits to be earned from oligopolistic control of the registrar/registrant market are greater than those earned in aggregate by registries and registrars in a two-sided platform competition situation. Put simply, the restrictions seek to do two things: to preserve effective (efficiency-enhancing) competition in the one-sided registry/registrar market layer and to keep the registry/registrar/registrant market two-sided in preference to allowing it to degenerate into an imperfectly-competitive (and inefficient) one-sided registrar/registrant market.
This argument for continuation of the vertical ownership rules involves two further considerations: collusion and public value considerations. 
First, the above analysis rests only on the advantages of effective competition over competition among restricted numbers of firms. The loss is greatest with a single monopolist, but there are still efficiency losses from oligopoly. However, if oligopolists collude instead of competing, efficiency losses approach monopoly levels. The smaller the number of oligopolists the more likely it is that they can agree on a collusive arrangement. In general, such arrangements are unstable – members have individual incentives to ‘break ranks’ – in the process they increase their own profits, but by less than they reduce the profits of their co-conspirators. The net result of this loss of aggregate profit to the oligopoly is to weaken the combined market power of the suppliers, increasing efficiency for the economy as a whole. An oligopoly arrangement is more stable if the members can effectively punish defections. One way this can happen is if defections in one market segment (e.g. the registrar/registrant downstream allocation and pricing of names) can be punished by retaliation in the form of less-favourable pricing, speed of response or quality of service in another market segment. Unrestricted vertical integration certainly facilitates such retaliation and thus stabilises collusion. Another source of cartel
 discipline is size asymmetry; very large and powerful players can discipline smaller members who break ranks and are motivated to do so because their profits are more closely aligned with collective cartel profits than those of smaller members. Again, unrestricted vertical integration can facilitate the emergence of such ‘policemen’ capable of imposing collusive discipline on the industry.
From the public value perspective, if vertical integration aligns the governance of the DNS more closely with private-goods (monetisable) benefits, public goods aspects are likely to suffer over and above the loss of economic value associated with vertical restraint of competition and with collusion. In particular, if vertical integration facilitates discrimination (e.g. in favour of affiliated registrars in terms of access to registries) it will lead to a loss of competitive vigour and efficiency among registrars and/or to a loss of connectivity between less-mobile registrants (or those who use their services) and the registry system. 
The following two sections provide slightly more detailed discussion of the arguments for (and against) continuation of the vertical ownership restraint.

The dangers posed by unrestricted vertical ownership
Vertical restraints (control of upstream by downstream firms or vice versa) pose well-known dangers to competition. The basic argument is that they allow market power or dominance in one layer to be extended to other layers of the market. This is sometimes called foreclosure – a potentially competitive layer is ‘captured’ by market power in a concentrated layer. This is damaging not only because it extends monopolistic or oligopolistic distortion, but because the efficiency-enhancing advantages expected from competition may be greater in the foreclosed layer of the market (in this case the registrar-registrant layer) than in the concentrated layer (the registries); thus the welfare loss from foreclosed competition is more than proportionately greater. Moreover, vertical control can facilitate damaging and predatory exclusionary behaviour (disadvantaging non-affiliated registrars and, as a result, their clients).
A further danger is that vertical control can distort competition between registries, placing the more integrated ones in a better position and ultimately leading to ‘tipping’ in which all registries become vertically integrated and innovation is crowded out of (or no longer arises from) the registrar market. At this point, competition in the DNS is reduced to ‘facilities-based’ competition between vertically integrated large players. This is the situation in e.g. US broadband provision, with local duopoly as the general rule and consequently higher prices and lower quality of service compared to e.g. the European situation, where open access provisions are more vigorously enforced at the structure and conduct layers and where, in consequence competition is healthier. 

As noted above, vertical ownership or control can lead to collusion among owned (or owning) registries facilitated by the small number of affiliating contacts (registries). Such collusion is harder the more different parties there are and the less private their contacts; ownership stakes in many registrars makes it easier for those registrars to coordinate and for groups of registrars owned by a small number of registries to coordinate.
There are a series of additional arguments as well:

· Being 'owned' (in part) by one registry may give registrars unfair advantages in bargaining with other registries;
· The possibility of owning registrars may give well-funded or commercial registries an unfair advantage; and
· the vertical ownership restriction is consistent with the open access rules - neither on its own is likely to be as effective.
Competition is in any case more likely at the registrar level and can be foreclosed by links with the (more concentrated) registry level, esp. as demand for registry affiliation is complementary to demand for registrar affiliation (in the case of ISP registrars) and for the 'leading' bits of domain names (the part before the TLD designator).
As noted above this argument is predicated on a 'one-sided' view of the market. The market is really two-sided - registrars are intermediaries between registries and registrants. The welfare loss in two-sided markets is a result of the intermediaries using discrimination to appropriate gains from trade between the ‘ends’ which they do not create. Vertical control can turn this back into a one-sided monopoly situation (registry/registrar suppliers vs. registrant demanders) which might be worse, because the 'platform competition' among registrars keeps the losses in the two-sided market setup down. 
The potential advantages of allowing vertical ownership
In relation to the specific form of vertical ownership control in the ICANN rules, there are some arguments that suggest a relaxation or redrafting of the rules. In this section, we briefly describe and consider some of these arguments.

One is that the rules apply only to corporate ownership. While ownership does bring a measure of control, it is neither necessary nor sufficient for this in general. In more general antitrust situations, merger policy is only one part of the tool set, and has to be supplemented by conduct regulation – in other words, it is possible (e.g. via collusive discipline or via discriminatory or one-sided contracts) for registries to control registrars without owning them. For this reason, the open-access and price cap controls are essential complements to vertical ownership, which cannot be expected on its own to protect competition. By the same token, relaxing ownership control may provide a back-door way of evading conduct controls.
A second point is that the rules apply to ownership of registrars by registries. The economic logic applies symmetrically to both situations; (partial) ownership or control of registries by registrars may be equally damaging.
Third, the basis for the 30% figure is not obvious, though it should be noted that the FCC has used the same figure to cap the national pay-TV market share of any cable operator (this is currently being challenged in the courts) so the figure has some focal value.
A fourth argument concerns the ownership rule in context. There are arguments that the restriction is unnecessary in the face of price caps combined with effective open access rules – or, in more extreme form, that open access rules themselves might suffice. This argument would be more persuasive if there were strong evidence that open access could be effectively enforced in a sufficiently neutral way and that the price caps on open registries were more responsive to economic conditions and based in a clear theory of how they should promote efficiency.
Finally, much US policy in e.g. telecommunications rests on the argument that, in the face of big size disparities or excessive concentration in one level of an industry, vertical integration can enable ‘facilities-based' effective competition. The evidence from the broadband arena (in terms of comparative pricing, quality of service and innovation) is not convincing, and the logic would be more convincing if smaller registries were able more effectively to oppose big ones through indirect affiliation to a common (set of) registries. 

Open questions in evidence and analysis
It thus appears to us that the case for elimination of vertical ownership restraints is not compelling and that there are convincing logical arguments and indirect evidence for their continuation in some form. On the other hand, the magnitude of these effects and the soundness of competing arguments cannot yet be fully settled. Among the open issues are the following.

· the extent of real competition in the registrar market or in the registry market;
· the extent of any anti-competitive behaviour in relation to prices, entry, name access and quality of service and the degree to which this is predatory or collusive;
· whether competition is actually producing useful efficiencies (lower costs, lower prices, better distribution of name access, incentives to invest in the DNS system or in the economic valorisation of names); and
· whether real (and useful) innovation is going on, as opposed to 'mere novelty.'
These issues can be addressed through three specific initiatives. The first is the development of a unified model taking the two-sided market, the possibility of vertical control by ownership or other means, discriminatory strategies and the dual public-private goods nature of expected benefits into account. The second, which follows from this, is a panel econometric study of the competitive performance of DNS markets and of efficiency indicators. The construction of the panel would reflect inter alia national differences, registry specificities, the distribution of registries offered by registrars and their pricing and uptake, registrant control of name access and willingness to switch, and the range of alternatives available to specific (national, sectoral) groups of potential name users. The empirical part would also have to take into account competition from ‘market facing’ ccTLDs and the extent to which registrants seek (or are forced) to acquire equivalent clusters of names in multiple gTLDs. This part of the study would take a historical as well as a cross-sectional perspective, in order to assess whether changes since the institution of the restraints have rendered them more or less valuable (and to provide an internal point of comparison). Finally, there should be a forward-looking analysis (based on scenario reasoning using the conceptual and empirical models as a base) of the prospects for further benefits from structure and conduct controls when the number and range of gTLDs expands. This analysis would necessarily take account of the impact of the rules on gTLD growth and vice versa. It would also consider alternatives to continuation or elimination of the rules, as discussed in the final section.
Recommendations

The paucity of definitive evidence regarding the rules suggest a need to analyse existing data more carefully and to monitor developments as the gTLD system expands. In doing so, the emphasis should not be simply on a 'wait and see' approach but on either a careful empirical comparative analysis of different sectors or (more boldly) on conscious pursuit of a natural experiment involving slight modifications to the rules.
The essence of these alternatives is the desire to create a set of rules more in touch with market realities. While the precise specification of these alternatives should arise from the modelling initiative outlined in the previous section, some aspects can already be foreseen: 

· a limit on ownership of registries by registrars to complement the current one-way limit
; 
· a provision for price cap adjustment to minimise adverse effects and control the incentives of players to seek market control via other (structural or quality-of-service) discriminatory strategies; and
· a policy that would complement the current ex ante and uniform constraint on 'mere ownership' with a more flexible ex post approach aligned with the real problems of conduct (operational influence) rather than structure (ownership).
� The term cartel is used here to refer both to formal or explicit collusion and to tacit collusion or conscious parallelism, which may be harder to detect and control by formal or self-regulation.


� In this connection, note that the structural separation imposed during the breakup of AT&T failed to foresee the possibility that the Regional Bell, Operating Companies (RBOCs) might reacquire portions of the upstream parent company AT&T, which lead in turn to the need for subsequent policy revision.





