Synchronization 
Issue Description
Updating the WHOIS information in an immediate and accurate manner so that both data sets, registrar and registry are exact duplicates. Synchronization of data must occur when the registrar provides new information to the registry to update a WHOIS record. The data must be synchronized between the registrar and registry.  

Synchronization in a 'thin' Whois environment
The registrar collects the Whois data from the registrant but only transmits a limited subset of that data to the registry.  This limited subset must be updated in an immediate and accurate manner to insure that both subsets of data are exactly the same.  
Synchronization in a ‘thick’ Whois environment

The only difference in a ‘thick’ Whois environment is that all of the Whois data collected by the registrar is transmitted to the registry.   As in the ‘thin’ Whois environment the information must be updated in an immediate and accurate manner.  

Possible downsides for synchronization in a ‘thick’ Whois environment

In reviewing the comments, the WG noted that there were no concrete examples of synchronization issues in converting from a ‘thin’ Whois environment to a ‘thick’ Whois environment but most of the comments emphasized the need for being mindful of the following: 

1. Cost
2. Stability when transitioning the data
3. Number of records involved

Synchronization Inconsistencies 

Some WG participants pointed out that both in a ‘thin’ as well as a ‘thick’ model there are risks of inconsistencies between the data output of the registrar and the registry. By having additional data shared between a registry and registrar in a ‘thick’ Whois model, this risk for inconsistencies may increase. 

For example, inconsistencies may arise by modifications to the registry records by the registry without registrar submission, as may be required by a (closed) court order.  In thin registries, in cases of a domain name being transferred without the losing registrar’s knowledge, this may lead to the registrar outputting outdated Whois data for a domain name no longer under the registrar’s control. Effectively, one domain name could have two or more registrars outputting completely different data for the same domain name, and while the registry will reference the correct registrar, depending on where a third party performs their lookup, the results may differ. In thick registries, inconsistencies between the registrar Whois and the registry Whois may arise as such modifications are not necessarily transmitted to the registrar. Effectively, registries and registrars could conceivably output completely different Whois data. It was suggested that this could be fixed by removing the port 43 Whois requirement
 for registrars in thick registries. While the registrar would still have and escrow that data, the synchronization issue would be removed. Others pointed out that this risk can also be mitigated by making use of multi-master replication

.
Conclusion

The WG concludes that issues with synchronization are not specific to a ‘thick’ Whois model, although the risk for inconsistencies between data may increase as more data is shared. The WG observes that a possible solution to address this increased risk for inconsistencies would be to remove the registrar port 43 Whois requirement and only require registrars to provide web-based Whois access which can mirror the registry web-based Whois output or registry port 43 Whois. 
� Only the port 43 Whois requirement is an issue as it cannot be mirrored to the registry web-based Whois output and can therefore cause synchronization issues, for web-based Whois registrars would actually be permitted to mirror the registry web-based Whois output or use the registry port 43 Whois. 


� See http://en.wikipedia.org/wiki/Multi-master_replication





�Rick, can you confirm that this is what you were referring to? Also, there is a better reference or link to include to explain this in further detail, feel free to suggest.






